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ABSTRACT

Advanced text analytics systems combine regular expres-
sion (regex) matching, dictionary processing, and relational
algebra for efficient information extraction from text doc-
uments. Such systems require support for advanced regex
matching features, such as start offset reporting and captur-
ing groups. However, existing regex matching architectures
based on reconfigurable nondeterministic state machines and
programmable deterministic state machines are not designed
to support such features. We describe a novel architecture
that supports such advanced features using a network of state
machines. We also present a compiler that maps the regexs
onto such networks that can be efficiently realized on re-
configurable logic. For each regex, our compiler produces
a state machine description, statically computes the num-
ber of state machines needed, and produces an optimized
interconnection network. Experiments on an Altera Stratix
IV FPGA, using regexs from a real life text analytics bench-
mark, show that a throughput rate of 16 Gb/s can be reached.

1. INTRODUCTION

Regular expression (regex) matching is one of the most com-
putationally intensive tasks in network intrusion detection
systems, such as Snort [1], and in information extraction
systems, such as IBM’s SystemT text analytics software [2].
Regex matching and dictionary matching operations can con-
sume up to 90 percent of the execution time in SystemT.
Fig. 1 illustrates a typical SystemT query, where the re-

sults of a regex operation and the results of a dictionary oper-
ation are joined based on a predicate. For instance, we might
be interested in identifying the regions of text where a regex
match follows a dictionary match and the regex match starts,
at most, 30 characters after the dictionary match ends. Such
a query would be executed on a stream of text documents.
For each document, the query execution could produce a set
of regions that are marked by the start offsets of the dictio-
nary matches and the end offsets of the regex matches.
A regex can be transformed into a nondeterministic finite

state automaton (NFA) or into a deterministic finite state au-
tomaton (DFA) using well-known techniques [3]. Efficient

Fig. 1. A text analytics query to find the regions of text
where a regex match follows a dictionary match, and there
are a given number of characters between the end offset of
the dictionary match and the start offset of the regex match.

accelerator architectures for programmable DFA [4, 5, 6, 7]
and reconfigurable NFA [8, 9, 10, 11], which can process
the input stream at a deterministic rate, are readily available.
Approaches that combine NFAs and DFAs to explore the
trade-offs between computation and memory consumption
have also been explored [12, 13, 14]. However, all of these
approaches are severely limited in supporting requirements,
such as start-offset reporting. On the other hand, support
for start-offset reporting and other advanced regex features,
such as capturing groups (see for instance, Perl Compatible
Regular Expressions library1), is a must in text analytics sys-
tems, such as SystemT, which heavily rely on such features.
In this work we describe optimized regex architectures

for supporting start offset reporting and capturing groups.
We demonstrate the scalability of our approach on Field Pro-
grammable Gate Arrays (FPGAs). Our contributions are:

1. An architecture that utilizes multiple state machines
and an optimized network for NFA simulation, where
pack and unpack operations are used to perform mul-
tiple nondeterministic state transitions in parallel;

2. Computation of the size of the network for each regex;
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Fig. 2. NFA for the regex .*a*b[ˆa]*ca*b.

Fig. 3. NFA with a single nondeterministic state.

3. Support for start offset reporting, including possible
simplifications in the interconnection network;

4. Support for capturing groups, including transforma-
tions on the NFAs to guarantee a maximum number
of two next states for each input/state combination.

2. BACKGROUND

State-of-the-art regex architectures based on programmable
DFAs and hardwired NFAs simply raise a flag to signal a
regex match, which only reveals the end offset of the match
in the input stream. The start offsets can be calculated based
on the end offsets if the regex has a fixed length, but this is
rarely the case. For instance, in the regex a*b[ˆa]*ca*b,
any number of repetitions of a in a*b and in ca*b, and any
number of repetitions of ˆa between these two are allowed,
making the difference between start and end offsets variable.
A naive approach for start offset reporting involves record-

ing the start offset each time the first character (or a fixed
length prefix) of a regex is encountered in the input stream,
e.g., the character a in the example regex above. The prob-
lem with such an approach is that a occurs multiple times
in the regex a*b[ˆa]*ca*b. Assume, for instance that
we are given the input string abcabcab. A regex matcher
should normally report four matches in this string. Assum-
ing that the first character of the input string is at offset 0,
the first regex match starts at offset 0 and ends at offset 4,
the second one starts at offset 1 and ends at offset 4, the third
match starts at offset 3 and ends at offset 7, and the fourth
regex match starts at offset 4 and ends at offset 7. Further-
more, if the leftmost match semantics are used, the second
and the fourth matches should not be reported as they are
contained by the first and the third matches, respectively.
Note also that the first and the third matches overlap with
each other. This simple example demonstrates that multi-
ple start offset values must be remembered at any time by a

Fig. 4. DFA for the regex .*a*b[ˆa]*ca*b.

Fig. 5. NFA for the regex .*a*(?b[ˆa]*c)a*b. The
start and end offsets of the captured group b[ˆa]*c are
updated based on the current offset (co) in the input stream.

regex matcher and these values must eventually be associ-
ated with different end offsets. The existing regex acceler-
ator architectures based on programmable DFAs and recon-
figurable NFAs do not support such a functionality.
The NFA of the regex .*a*b[ˆa]*ca*b is depicted

in Figure 2. To support non-anchored matching semantics,
which enable the regex matching to start at any offset loca-
tion, a nondeterministic start state (i.e., state 0) is included in
the state diagram. In this example, the state 2 is also nonde-
terministic. In general, there can be multiple nondeterminis-
tic states in the NFA of a regex. The nondeterministic states
can be eliminated by applying the powerset algorithm [3],
which can result in an exponential increase in the size of the
state diagram. Figure 3 shows the state transition diagram
after removing the nondeterminism at state 2 using a par-
tial application of the powerset algorithm, where the only
remaining nondeterministic state is state 0. The powerset al-
gorithm creates new states and state transitions, which corre-
spond to a set of states of the original NFA. As an example,
if the two NFAs were simulated on two non-deterministic
machines, while the NFA of Fig. 3 is in state {2,3} the NFA
of Fig. 2 would be in state 2 and in state 3. Finally, Figure 4
shows the DFA of the regex a*b[ˆa]*ca*b. Again, some
of the DFA states correspond to multiple different states of
the original NFA. For instance, while the DFA is at state
{0,2,4}, the original NFA would be in state 0, state 2, and
state 4 if the NFA was simulated on a nondeterministic ma-
chine. Note that state 0 of the original NFA is always active.
Fig. 5 illustrates the use of a capturing group, where

the subexpression b[ˆa]*c is captured using parantheses.
Here, the delimiter (? marks the start of a capturing group,
and the matching closing paranthesis marks the end of the
capturing group. When one or more capturing groups are



defined in a regex, for each regex match, the start and end
offsets of the capturing groups are reported in addition to the
start and end offsets of the complete regex. Fig. 5 illustrates
a way of implementing this behavior assuming that the state
machine receives two inputs: 1) an input character called
cur input, 2) the offset of the current input character in the
input stream, which we call cur offset (co). The transi-
tions from state 0 to states 1 and 2 copy the cur offset,
into a start offset register. The transitions from states 0 and
1 to state 2 copy the cur offset into a capturing group start
offset register, and the transition from state 2 to state 3 copy
the cur offset into a capturing group end offset register.

3. PROPOSED ARCHITECTURES

In this section, we describe architectures for supporting start
offset reporting and capturing groups in regex matching. Our
architectures are based on parallel state machines that com-
municate through an optimized interconnection network.

3.1. State Transition Logic

We assume that multiple replicas of the same state machine
are implemented in hardware. Figure 6 illustrates the way
nondeterministic state transitions are supported within each
replica. Each replica can be in an active mode or in an
inactive mode, and this information is stored in a register
(active reg). The inactive replicas are always at state 0 and
no state transitions can occur in those state machines. For
each active replica, a configuration register (config reg)
stores the current state (state reg), a match signal indicat-
ing whether the current state results in a match (match reg),
the start offset of the matching regex in the input stream
(start offset reg), and start and end offsets for zero or
more capturing groups. Figure 7 illustrates the organization
of a configuration register, supportingK capturing groups.
Assume that an input character is consumed and a state

transition occurs in every clock cycle. The next configu-
ration computation uses the current input (cur input), the
current offset (cur offset) and the current state (state reg)
stored in the config reg to produce an active config out-
put (see Fig. 6), which involves a state, a match signal, a
start offset, and zero or more capturing group start and end
offsets. The new values get stored in the config reg of the
replica in the next cycle. An active replica can become in-
active if no valid state transitions are found at the current
state for the current input character. For instance, at state 1
of Fig. 3, there are no state transitions defined for the input
character c. In such cases, the active flag output of the
replica is set to 0, which makes it inactive in the next cycle.
Assume that the number of state machine replicas is N

and the set of replicas are indexed by {0..N-1}. The hard-
ware can be initialized by setting (active reg = 1) for replica
0, and by setting all other registers of replica 0 to 0, and by

Fig. 6. Support for nondeterministic state transitions.

Fig. 7. Configuration Register.

setting all the registers to 0 for the remaining replicas. As-
sume also that the hardware is configured to implement the
NFA of Fig. 3 . Whenever a character a is encountered in
the input stream, a nondeterministic state transition is trig-
gered: replica 0 remains in state 0, and another replica gets
activated, which continues from state 1, and records the ad-
dress of the latest character consumed in the input stream
in its start offset reg. Similarly, whenever a character b
is encountered in the input stream, a nondeterministic state
transition is triggered: replica 0 remains in state 0, and an-
other replica gets activated, which continues from state 2.
Whenever a non-deterministic state transition is triggered by
a state machine, the respective branch flag output shown
in Fig. 6 is raised, and a branch config output is gener-
ated, which involves a state, a match signal, a start offset,
and zero or more capturing group start and end offsets. The
branch flag and the branch config outputs are then for-
warded to the load flag and the load config inputs of a
selected state machine, whose active reg and config reg
registers get updated in the next clock cycle.

If the regex is non-anchored, the replica 0 always re-
mains active, and at state 0. If the regex is anchored, the
replica 0 remains active for one cycle only, and performs a
single state transition that starts from state 0. Therefore, in
case of replica 0, it is sufficient to implement only the state
transitions for state 0 and omit the registers shown in Fig. 6.



Fig. 8. Network of NFAs.

3.2. Interconnection Network

Our architecture utilizes multiple replicas of a state machine
that operate in parallel. An interconnection network that en-
ables these replicas to communicate with each other is es-
sential (see Figure 8). There is a single active state machine
initially, and while processing the input stream, additional
replicas get activated. The replicas that get activated are pro-
vided with initialization data stored in the load config sig-
nals shown in Figure 6. While processing the input stream,
some of the activated replicas can become de-activated. As
a result, any combination of active and inactive replicas can
be produced depending on the input stream. Note that when-
ever a branch flag is asserted, there can be multiple inac-
tive replicas, one of which must be selected and activated.
In general, there can be multiple non-deterministic states

in an NFA, and multiple branch flag signals can be acti-
vated in parallel by multiple active replicas. Handling all
of these branches in parallel requires selecting multiple in-
active replicas, and routing multiple branch config values
to the selected replicas in parallel. Implementing such a
functionality without introducing multiple delay cycles into
the state transition loop is a nontrivial task, and requires
an efficient interconnection network. An architecture that
combines multiple state machines with an interconnection
network that enables routing of the branch flag (bf) and
branch config (bc) values to the respective load flag (lf)
and load config (lc) values is shown in Fig. 8. Note that
the routing decisions are made based solely on the current
values of branch flag (bf) and active flag (af) signals.
First, the branch flag (bf) and branch config (bc) pairs

are packed using the branch flag signals, as illustrated in
Fig. 9. The parallel pack operation can be efficiently im-
plemented using a reverse butterfly network, and additional
control circuitry that uses parallel prefix computation [15].
After the parallel pack operation, a parallel unpack operation
is used to forward the branch flag (bf) and branch config
(bc) pairs to the load flag (lf) and load config (lc) inputs
of the selected replicas. The unpack operation is performed

Fig. 9. Packing.

Fig. 10. Unpacking.

Fig. 11. A wide pack replaces the pack-unpack sequence.

based on the negated active flag (af) signals as illustrated
in Fig. 10. The parallel unpack operation can be efficiently
implemented using a butterfly network, and additonal con-
trol logic that uses parallel prefix computation [15]. The crit-
ical path of the butterfly and reverse butterfly networks, and
the parallel prefix computation grow only logarithmically
with the number of replicas. This enables scalable hardware
implementations for pack and unpack operations. Alterna-
tive implementations can be found, for instance, in [16].
It is possible to reduce the delay of the interconnection

network at a limited area overhead. Note that the delay of
a butterfly or a reverse butterfly network is log(N), and the
respective area cost is (N/2)log(N), whereN is the number
of nodes (i.e., replicas) interconnected by the network. The
overall delay of the interconnection network is 2log(N), and
the overall area cost is Nlog(N). Figure 11 illustrates that
the pack and unpack sequence can be replaced by a wide
pack operation that combines all 2N values associated with
active flag (af) and branch flag (bf) signals. The delay
of such a pack operation is log(2N) = log(N) + 1, and the
overall area cost is Nlog(2N) = Nlog(N) + N .
Our architecture includes a shutdown logic to avoid re-

dundant next state computations and to support leftmost match
semantics (see Figure 8). If one or more transitions produce
the same state in their active config or branch config
data, the redundancy is eliminated by setting the active flag
or branch flag signals to 0 in all of these configurations
except one. If leftmost match semantics are used, only the



Fig. 12. Simplified Network of NFAs.

configuration with the smallest start offset remains active.
Note that such an operation is executed immediately after
the next state computation and before any routing starts.

3.3. Computing The Size of The Network

The maximum number of NFA states that can become ac-
tive concurrently can be computed statically by applying a
power-set algorithm and computing the mapping of the NFA
states to the DFA states. As an example, the maximum num-
ber of NFA states that become active concurrently is three in
Fig. 4, where the DFA states with the maximum number of
NFA states that are mapped are {0,2,3} and {0,2,4}.

3.4. Start Offset Reporting Using Arbitration

In this section, we are going to show that if the only required
regex feature is start offset reporting, the interconnection
network architecture described in Section 3.2 can be signif-
icantly simplified. First of all, we apply the powerset algo-
rithm partially on the NFA of the regex to eliminate the non-
determinism from all the states except state 0, as illustrated
in Fig. 3. Note that in such a case, the only replica that can
assert the branch flag is the replica that implements the
state 0. Hence, branch flag and branch config signals
can be eliminated from the remaining replicas for resource
optimization. Whenever the branch flag signal is asserted
by the replica 0, if there are multiple inactive replicas, an ar-
bitration logic must be used to select the replica that will be
activated. In our architecture, the load flag signal gets as-
serted in the selected replica, and the branch config signal
is routed to the load config signal of the selected replica. A
straightforward implementation of this solution can simply
select the replica with the lowest index among all the inac-
tive replicas, which can be efficiently implemented using a
simple arbiter. In this way, the complex interconnection net-
work that utilizes pack/unpack operations is eliminated. The
shutdown logic must still be utilized as a preprocessing step
prior to the arbitration logic. Fig. 12 depicts the intercon-
nection structure of the resulting simplified architecture.

Fig. 13. Given the regex R1(?R2)R3, where R1, R2, and
R3 are subexpressions, and subexpression R2 is captured,
we convert R1, R2, and R3 into DFA 1, DFA 2, and DFA 3,
respectively, and add state transitions between the interface
states that are shown in small circles. The interface states
can be nondeterministic due to the possible back edges, re-
sulting in up to two possible next states per input character.

3.5. Start Offset Reporting Using A Simplifed Pack

A simplified pack network that packsN −1 active config,
active flag pairs and a single branch config, branch flag
pair into N − 1 load config, load flag pairs can be uti-
lized for start offset reporting, which reduces the area and
the latency of the pack network with respect to the network
described in Fig. 11. Of course, using such a simplified pack
network is still more expensive than using an arbiter. How-
ever, using the pack network guarantees that a replica with
an index i always has a smaller start offset than a replica
with an index j when i < j. This property greatly simpli-
fies the implementation of leftmost-match semantics in the
shutdown logic. We are omitting the details for brevity.

3.6. Capturing Group Support

The architectures described in Section 3.4 and in Section 3.5
are not general enough to support the capturing groups mainly
because nondeterminism cannot be completely removed from
all NFA states without loosing the capturing group informa-
tion. In other words, it is not possible to produce an NFA
with a single nondeterministic state (i.e., state 0) in the gen-
eral case. Therefore, we have to use the more complex in-
terconnection scheme, as described in Section 3.2. How-
ever, mapping regexs with capturing groups to such an ar-
chitecture is still a non-trivial task because our architecture
allows a limited amount of nondeterminism per state. For
instance, as depicted in Figure 6, for each state/input com-
bination, our state machine elements can produce at most
two possible next states that are stored in active config
and branch config outputs. Increasing the width of the
branch config output to embed multiple next state con-
figurations is possible, but requires a wider interconnection
network that is more costly to implement. We address this
problem by transforming the NFA as illustrated in Figure 13,
where we split the NFA into subexpressions that start or end
with the delimiters associated with the capturing groups and
we convert the resulting subexpressions individually into de-
terministic state machines. Such a transformation guaran-



Table 1. Percent resource consumption for three regex sets from text analytics and network intrusion detection domains.

Benchmark # regexs Architecture 1 Architecture 2 Architecture 3 Capturing Groups
LUTs Registers LUTs Registers LUTs Registers LUTs Registers

Text Analytics 25 4.4 4.3 6.6 5.0 10 6.4 9.6 8.4
L7 Filter 101 29 20 40 22 59 30 - -

Fig. 14. Comb. LUT usage for 25 Text Analytics regexs.

tees at most two possible next states per input character at
the interface states, while all other states are deterministic.

4. IMPLEMENTATION & EXPERIMENTS

To optimize the clock frequency for a wide range of regexs,
we have pipelined our regex processing into two stages. In
the first stage, the active state machines compute their next
states. In the second stage, a pack operation or an arbiter
is used to route the branch signals into the load signals. A
single regex pipeline is time-shared by two interleaved text
streams, accepting an 8-bit character from each stream ev-
ery two cycles. This results in a single-stream throughput
rate of 1 Gb/s and an aggregate throughput rate of 2 Gb/s
per pipeline assuming a clock frequency of 250 MHz. The
aggregate throughput rate can be further improved by repli-
cating the pipelines until the FPGA resources are saturated.
The aggregate throughput rate is what matters most in text
analytics systems because such systems can operate over
thousands of independent text documents in parallel.
In our implementation, we used hardwired state machines,

but our architecture could also utilize programmable state
machines [17]. We made use of character classifier tables,
similar to those described in [17], to reduce the number of
state transition rules, and to reduce complexity of the next
state computation. Our compiler generates the Verilog code
for each regex depending on the desired regex features.
We performed experiments on one regex set extracted

from a real-life text analytics query [2] and on a regex set
that is part of the application layer packet classifier for Linux

TM

(i.e., the L7 filter) [18]. We synthesized the architectures

Fig. 15. Clock frequency (MHz) for Text Analytics regexs.

that were automatically generated by our compiler using the
Quartus II 12.1 software for an Altera Stratix IV GX530
FPGA. Table 1 shows our synthesis results for three differ-
ent architectures outlined in Section 3: Architecture 1 im-
plements the arbitration-based interconnection scheme de-
scribed in Section 3.4; Architecture 2 implements the sim-
plified pack network described in Section 3.5; Architecture 3
implements the wide pack network described in Section 3.2.
All three architectures support start offset reporting. In addi-
tion, we have inserted capturing groups into the text analyt-
ics regexs, and evaluated the respective resource consump-
tion. To support capturing groups, additional configuration
registers (see Figure 7) are used. If the state transition graph
includes only a single nondeterministic state after the trans-
formations illustrated in Fig. 13, Architecture 1 is instanti-
ated. Otherwise, the more costly Architecture 3 is used.
The combinational logic resources used and the clock

frequency achieved by the 25 text analytics regexs, in the
increasing order of complexity, are given in Figure 14 and
in Figure 15, respectively. Note that the complexity of a
regex grows with the number of state machines and with
the number of state transition rules implemented by each
state machine. Architecture 1 is the most efficient choice
in terms of the logic resource usage, and Architecture 3 is
the least efficient choice. In case of Architecture 1, all Text
Analytics regexs met the 250 MHz timing constraint. While
supporting capturing groups, all Text Analytics regexs but
one met the 250 MHz timing constraint. Some text analyt-
ics regexs reached only 144 MHz using Architecture 2, and
some reached only 106 MHz using Architecture 3. Based
on the resource consumption numbers given in Table 1, Ar-



chitecture 1 can achieve a throughput rate of 16 Gb/s using
eight hardware pipelines that process 16 document streams
in parallel. The throughput rate of the software that provides
the same functionality is around 50 Mb/s while executing
16 software threads on an Intel

TM
Xeon E5530 processor,

running at 2.4 GHz. Thus, our FPGA-based solution can
achieve a 320 fold speed-up over the equivalent software.
For L7 filter regexs, the minimum clock frequency re-

ported for Architecture 1 is 146 MHz, while the resource
usage is below 50%. Therefore, Architecture 1 can achieve
a throughput rate of at least 1 Gb/s at 125 MHz using a sin-
gle hardware pipeline that processes two streams in parallel.

5. RELATEDWORK

Ruehle [19] describes a system for hardware processing of
regexs. State information associated with one or more states
of an NFA is stored in a register bank and a crossbar net-
work is used to interconnect the states. State information,
such as transitions and spin counts updated while process-
ing an input stream. Such a network can be very expensive
to implement because the number of states in an NFA grows
linearly with the number of characters in a given regex.
Srinivasan and Starovoytoy[20] describe a method for

determining the length of one or more substrings of an in-
put string that matches a regex. First, the input string is
searched for the regex using an NFA and, upon detecting a
match, the NFA is inverted, so that it embodies the inverse of
the regex. The match string is also reversed and searched for
the inverted regex using the inverted NFA. A main disadvan-
tage of such an approach is that the input stream has to be
scanned twice for each regex match, which can significantly
reduce the throughput rate of the regex matching.

6. SUMMARY AND CONCLUSIONS

Support for advanced regex features, such as start offset re-
porting and capturing groups has been largely neglected in
the design of regex accelerators. However, such features are
of utmost importance in emerging text analytics workloads.
We propose a novel regex matching architecture that sup-
ports such advanced features while operating in a streaming
manner without any backpressure. We also present compi-
lation methods that produce optimized regex architectures.
Our experiments on an Altera Stratix IV FPGA, running
at 250 MHZ, demonstrate a 1 Gb/s single-stream process-
ing rate, and an up to 16 Gb/s aggregate throughput rate for
regexs that are part of a real-life text analytics query, result-
ing in a 320 fold speed-up over the equivalent software.
In our future work, we hope to reduce the resource con-

sumption of our accelerator architecture to make it more
scalable. In addition, we plan to extend our architecture to
cover additional regex features, such as backreferencing.
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